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1 Overview 
 
1.1 Subject 
 
This document establishes the programming standards for SQL server development. 
SQL error handling & its integration into C++, ASP & TSQL is dealt with in a separate document ‘SQL server error handling’. 
 

1.2 Summary 
 
The document establishes ‘best practice’ on SQL server development.  
All new sp’s should conform to the guidelines set out in this document.  
 

1.3 History & author 
 
This document is the culmination of over 10 years experience of working with Microsoft products, as a systems analyst, 
developer, project manager & DBA.  I gained the MCSE with the SQL & TCP options in 2000. I have worked in permanent & 
contract roles mainly for London companies. 
 
I wrote the document for a telecoms company who were rapidly expanding their db’s & who wanted to improve the quality, 
reliability, maintainability & scalability of their systems. Improving the quality of code & agreeing a standard working practice, 
was one part in achieving the company’s aims. 
 
I have re-edited the document, & hope that a wider audience can benefit from my research & thoughts on various ways we 
could standardize SQL server development.  
 

1.4 Audience 
 
All developers who interact with SQL server should read this document. 
 
1.5 Limitations 
 
These standards apply to development on Microsoft SQL Server.  Some of the SQL examples shown may only work on 
SQL Server 7.  MS SQL Server 7.0 is mostly compliant with ANSI SQL-92. 
 
1.6 Acronyms 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
1.7 Glossary 
 

Term Desc 
Stored procedure A block of compiled TSQL, stored as an object in MS SQL Server 

 

Acronym or Abbrev. Desc 
app Application 
ANSI American National Stds. Inst. 
BOL Books On Line (SQL) 
DDL Data definition language eg create table 
DML Data manipulation language eg select 
DRI declarative referential integrity 
DB database 
RI referential integrity 
Sp Stored procedure 
Txn transaction 
TSQL Transact SQL 
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2 Why bother with SQL Server development standards? 
 
- Readability 
- Reliability & Resilience 
- Performance 
- Faster troubleshooting 
- Improved database management 
- Microsoft support 
- DB & platform scalability 
 
 

3 Introduction to stored procedures 
 

A stored procedure is a group of SQL statements that form a logical unit to perform a particular task. It contains pre-
compiled SQL statements stored in the database, and is mainly used for executing complex and frequently used queries.  

The advantage of a stored procedure comes mostly in a client-server environment.  When SQL statements are issued from 
a client application, a network send/receive operation is required for each SQL statement.  When those SQL statements are 
encapsulated into a stored procedure program, the SQL is executed locally at the server.  This reduces network utilization, 
lowers processing times and less contention for database locks.   

 

3.1 Scalibility 
However, if all the processing & business logic is placed in sps, then the SQL svr can become the bottleneck.   

Scaling up the box is usually the best option, however there are several other options, like scaling out, load sharing, 
partitioning or placing some processing & business logic in the apps.  

 

3.2 General guidelines 
 

3.2.1 Use an agreed naming convention 

3.2.2 Avoid using SQL reserverd words. 
Check in SQL Books On Line (BOL), but the easiest way is to type in the word into query analyser & see if it turns blue. 
 

3.2.3 Use the agreed standard abbreviations 
Eg std = standard, em = email, etc.  See following table. 
 

3.2.4 Use agreed standard customer / company abbreviations 
Eg C4I = Channel 4 interactive.  See following  table. 
 

3.2.5 Undocumented functionality 
Do not depend on undocumented functionality. The reasons being:  
- You will not get support from Microsoft when something goes wrong with your undocumented code 
- Undocumented functionality is not guaranteed to exist (or behave the same) in a future release or service pack. 
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3.2.6 ANSI join syntax 
 
Use the more readable ANSI-Standard Join clauses instead of the old style joins.  
With ANSI joins the WHERE clause is used only for filtering data. With older style joins, the WHERE clause handles both 
the join condition and filtering data.   The ANSI join syntax is being pushed by MS as their new standard. 
 
Old style join syntax: 
 
SELECT a.au_id, t.title  
FROM titles t, authors a, titleauthor ta 
WHERE  
a.au_id = ta.au_id AND 
ta.title_id = t.title_id AND  
t.title LIKE ©%Computer%© 
 
New ANSI join syntax: 
 
SELECT a.au_id, t.title 
FROM authors a  
INNER JOIN titleauthor ta  
ON a.au_id = ta.au_id 
INNER JOIN titles t 
ON ta.title_id = t.title_id 
WHERE t.title LIKE ©%Computer%© 
 
Be aware that the old style *= and =* left and right outer join syntax may not be supported in a future release of SQL Server, 
so you are better off adopting the ANSI standard outer join syntax. 

3.2.7 Avoid TSQL in C++/ASP 
 
Do not let your front-end applications query/manipulate the data directly using SELECT or 
INSERT/UPDATE/DELETE statements. Instead, create stored procedures, and let your applications access 
these stored procedures. This keeps the data access clean and consistent across all the modules of your 
application, at the same time centralizing the business logic within the database.  This makes support & searching 
for dependent objects easier, as we know that all table access code is in sps. 

3.2.8 Constants 
 
Using variables instead of constant values within your SQL statements, improves readability and maintainability 
of your code. Consider the following  example:  
 
SET DATEFORMAT dmy 
 
UPDATE dbo.Orders 
SET OrderStatus = 5 
WHERE OrdDate < ‘25/10/2001©  
 
The same update statement can be re-written in a mode readable form as shown below: 
 
DECLARE @ORDER_PENDING int  
SET  @ORDER_PENDING = 5  
 
UPDATE dbo.Orders 
SET OrderStatus = @ORDER_PENDING  
WHERE OrdDate < ‘25/10/2001© 
 



www.SQLserverPortal.com 
 

3rd party tools for SQL server 
 

 
 

8 of 8 
�  Copyright 2004 Verstand Ltd. 

 

4 Naming conventions 
 
Standard naming conventions assist in the following : 
- Understanding code both your own & others 
- Debugging  
- Reducing data-type errors such as assigning a char into an integer  
 
Naming will follow the following pattern: 
 
(SQL object type)_(Purpose) 
 
eg usp_ SendMsg 
 
Your company will probably benefit from adding sub-sections to the naming. 
Look at your spec’s or DB objects & see common themes, uses, methods. 
 
 
4.1 Stored procedure name 
 

4.1.1 General naming guidelines 
 
RULE: Use usp_ Not sp_ 
 
The name of the stored procedure should whenever possible reflect what it is intended to achieve.  
 
A user defined stored procedure should be prefixed with “usp_”, e.g. usp_procedure_name 
Do not prefix a stored procedure with “sp_”  
 
There are 2 reasons not to do this: 
1.  The user defined sp’s can’t be differentiated from system sp’s 
2.  Performance hit of using sp_ procedure_name. 
Whenever SQL Server encounters a procedure name starting with sp_, it first tries to locate the procedure in the master 
database, then it looks for any qualifiers (database, owner) provided, then it tries dbo as the owner.  
(http://www.sql-server-performance.com/vk_sql_best_practices.asp) 
(see sql svr mag  dec 2001, p21) 
 
Also no spaces in sp names, as this can crash some admin tasks. 
 
Use underscores & capitalisation to increase readability. Eg usp_DBA_RowCount 
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4.1.2 COMPANY related sp naming: 
 
Name the stored procedure: 
 
usp_(other groupings)_Purpose 
 
eg  
usp_Reporting_ImportData 
 
 
Any DB admin procedures will be prefixed usp_DBA_ to differentiate them from business logic usp’s.   
 
Please keep the names as short as possible. 
 
 

4.2 Table names 
 
Less than 50 chars please. 
Very long names sometimes can’t be displayed in Ent Mgr or other utils.   
Visio (for erd) only shows 18 chars of a tbl name in its properties view. 
 
No spaces or special characters. 
Other systems often don’t support very long table names. 
 
REP_ = tables for reporting 
G_REP = Generic reporting 
 
Names of summary tables should start with the prefix G_REP_ 
 
Client specific tables,  abbreviate name if poss, keep it < 10 chars. 
Eg NI_ = News International 
 
If you want to take a copy of a table, I suggest you add the date of copying, to the end, dmmyy. This makes it clear it is a 
copy & gives us an ‘as at’ date. 
Eg NI_BarredCelltelNo_290402 
 

4.2.1 Modules of tables 
 
 
This is a suggestion for new developments. 
It would help in identifying groups of tables, perhaps used by one app. 
 
When your database design is more or less done, divide it into modules. What modules you use totally depend on what kind 
of database you’re designing. For instance; group all on-line reporting  tables. 
As a simple rule, tables should more often reference tables within its module than tables outside it. If they don’t, they 
probably belong in another module. Keep the modules fairly small (perhaps 3 to 25 tables), otherwise the advantages are 
lost. 
  
This also helps to conceptualize the database design, learning how the system works is easier one module at a time, than 
the entire system all at once 
  
Number the modules 01, 02, 03 and so on. These module numbers will be used when naming tables.  
These will link to an ERD for each module. 
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4.3 Columns 
 
These must be meaningful. 
Not use SQL reserved words eg: type, right, low, etc. Check in query analyser to see if word is highlighted in blue. 
Timestamp being the exception to the rule. 
If an ID, then say CustID, OrderID, etc. 
If a foreign key, then CustID_FK. 
Check ‘COMPANY specific column names’. 
 
4.4 Index names 
 
Syntax = Column(s)_Unique Clustered idx 
 
If non-unique or non-clustered then leave blank, this makes it easier to remember what all the initials mean. 
 
Eg CustID_ ucidx 
 
Primary keys are automatically named by SQL as PK_tablename & will be a unique index. 
 
 

4.5 Foreign keys 
 
FK’s are used to enforce ref integrity.   
 
Foreign keys are used to link a record to a PK in another table. So, a foreign key can be considered as a link between the 
©column of a referencing table© and the ©primary key column of the referenced table©. 
 
SQL Svr automatically gives names FK_ReferencingTbl_ReferencedTbl. 
If >1 FK per tbl, then it adds a 1,2… to the end. 
 
I suggest that we use this system in conjunction with adding an _FK as suffix to the FK. 
  
Enforcing FK’s with DRI can cause problems, if you need to copy data in & out of a tbl then the ref integ constraints imposed 
by the FK may stop inserts.   Also, there may be a performance hit due to added checking required. 
 
 
4.6 Check contraints 
 
I believe  these are solely bound to one table/column. 
Can use rules instead. 
Thus name them 
 
chk _Column 
 
 
4.7 Defaults 
 
These can be bound to any number of tables & columns. 
 
dflt_(Purpose) 
 
eg dflt_DateNow 
 
SQL seems to automatically create a hidden default (see sysobjects) for every default contraint, created with tables. 
DF_TableName_ColumnName. I suggest we use a different prefix, so we can tell the difference. 
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4.8 Rules 
 
These can be bound to any number of tables & columns. 
Use rules in preference to table check constraints, as they are independent of the table. 
 
rule_Purpose 
 
 
4.9 Triggers 
 
Microsoft SQL Server 7.0 started allowing more than one trigger per action per table. 
 
Table_purpose_action trg 
 
Eg  utrg_customers_checkblacklist 
 
Insert itrg 
Update utrg 
Delete dtrg 
 
 
4.10 User defined datatypes 
 
User defined data types are just a wrapper around the base types provided by the database management system. They are 
used to maintain consistency of data types across different tables for the same attribute. For example, if the CustomerID 
column appears in half a dozen tables, you must use the same data type for all the occurrences of the CustomerID column. 
This is where user defined data types come in handy. Just create a user defined data type for CustomerID and use it as the 
data type for all the occurrences of CustomerID column. 
 
So, the simplest way of naming these user defined data types would be: Column_Name + ©_type©. So, I would name the 
CustomerID type as: 
 
udt_CustomerID 
 
4.11 Views 
 
A view is a predefined select query, that can be used like a table to view data. So, the same naming convention defined 
above for tables, applies to views as well, but not always. Here are some exceptions: 
 
1) Views not always represent a single entity. A view can be a combination of two tables based on a join condition, thus, 
effectively representing two entities. In this case, consider combining the names of both the base tables. Here©s an example: 
 
If there is a view combining two tables ©Customers© and ©Addresses©, name the view as ©CustomersAddresses©.  
 
2) Views can summarize data from existing base tables in the form of reports. You can see this type of views in the 
©Northwind© database that ships with SQL Server 7.0 and above. Here©s the convention that database follows.  
 
©Product Sales for 1997© 
©Summary of Sales by Quarter© 
©Summary of Sales by Year© 
 
However, try to stay away from spaces within object names. 
 
Some people put vw_TableName 
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4.12 Variable name 
  
The Hungarian notation for naming variables should be adopted.  For the benefit of those who are not aware of this notation; 
it is basically prefixing/suffixing a variable with character(s) that indicates its data-type and/or scope.  (See MSDN for more 
info.)  I have modified the std to be as close to C++ name stds as possible. 
 

4.12.1 Datatype 
 
Notation Alternatives Object Comments 
    
vc  VarChar  
nvc  nvarchar  
c  Char  
nc  nchar  
    
txt  Text  
ntxt  ntext  
img im image  
    
i int Integer i used in C++ stds 
si sint smallint  
ti  tinyint  
dec  decimal  
sng  Single  
dbl  Double  
f flt, fl float C++ stds use f. 
r  real  
b bit bit SQL bit: Integer data type that can be 1, 0, or NULL.  

C++ Boolean (b) TRUE, FALSE, and UNKNOWN. 
    
sm  smallmoney  
m  money  
    
bin b binary  
vbin  varbinary  
    
uid  uniqueidentifier  
curs _cusrsor cursor  
    
dt  datetime  
sdt  smalldatetime  
tstmp ts timestamp Column usually named timestamp 
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4.12.2 Scope 
 
In addition to identifying the data type of the variable, the notation can be used to indicate its scope, i.e. local, module or 
global (in VB).  
 
However in SQL, any variables within an sp or batch are local scope & defined @vcVarName. 
You can specify global variables declared as @@vcVarName.  Thus it is obvious that they were global.  
 

4.12.3 Parameters 
 
This helps in code, to easily identify parameter variables. 
 
Eg  pvc_VarName 
 
 
4.13 Naming convention disadvantages 
 
There are strong arguments against the use of the Hungarian notation.  Some argued that by type naming variables the 
advantage of being able to retype a SQL column is lost.  For example, a variable in a stored procedure is usually named 
after a column in a database table.  If the type of the column is changed say from an ‘int’ to ‘varchar’, the name of that 
variable becomes inaccurate.  What happens if the name is used in a large number of procedures?   
 
To find variables in SQL code, in order to rename them, you can use the following : 
 
Usp_DBA_FindStringInCode 
 
select * from syscomments 
where text like ©%varname%© 
 
 
Or  
 
Use a tool such as ‘SQL server Find’ or ‘Speed ferret’. 
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5 COMPANY abbreviations for DB object names 
 
If we agree on using standard abbreviations, this will enable shorter names & less confusion. 
Some the abbreviations that we are currently using may conflict with the below, in these cases I’ve noted them in the 
alternates column. 
 
5.1 General word abbreviations 
 
Using an abbrev. isn’t compulsory,  however, if you do abbreviate, pls use those on these lists or add one. 
If you add an abbrev., break it down into separate words, eg credit-card & lookup their abbrev’s. 
Also check for their opposites & add them too, if relevant, eg external/internal. 
Think phonetic for abbreviations. eg acnt, dlvry. 
Use std endings, if suitable: -ion = n, -ment = t,  plural = -s, -ed=d, -or / -er = r, -al / -le = l. 
 
I put a  ‘General word abbreviations’ list on an intranet & kept it updated for company specific & general word abbreviations. 
 
 
 

6 COMPANY specific column names 
 
We need to ensure that columns, with similar data values, are called the same or similar names. 
Eg celltelno not phone_number, mobtel, mobile, cellphone, etc. 
 
Variations should be restricted to celltelno_FK 
This greatly helps in understanding the relationships between tables & in writing queries. 
 

 



www.SQLserverPortal.com 
 

3rd party tools for SQL server 
 

 
 

15 of 15 
�  Copyright 2004 Verstand Ltd. 

 

7 Comments  
 
Comments are useful in aiding understanding to both the originator (returning after awhile) and others who have to maintain 
the code. 
 
Some description of the functionality at every stage is encouraged. However, it is crucial in complex statements. 
 
For multiple lines or blocks of comments use: 
/* Multiple line comments  
   are done this way  */ 
 
For single line comments use: 
-- Single line comment begin with double dashes 
 
  
7.1 Procedure header 
 
The stored procedure header will provide information about the sp & how it works.  The following  elements are required:  
 
/*********************************************************************************************** 
Procedure 

Specifies the DB & procedure©s name as defined by its CREATE statement.  
Purpose  

A description of its function.  
Revision History  

A listing of all released revisions of this procedure, each specifying the revision number, date released,  
programmer name, and a brief description of the changes made.  
This section obviates Version section 
I suggest we use 1.0, 2.0 for major changes, & 1.1, 1.2 for minor changes. 
 

Input Params 
Any required or optional input parameters or data expected by this procedure.  

Output Params 
Any changed parameters or data output generated by this procedure.  

SQL Return Code  
A listing of the return codes generated or passed by this procedure.  
A valid return code of 0 (zero) must always indicate success.  See SQLerrorhandling.doc 

Dependencies  
A listing of any tables or other procedures prerequisite to this specific procedure.  

Called by 
Which applications use this usp? Or other usps that call this usp. 

************************************************************************************************/ 
SET NOCOUNT ON --On all sps to minismise network traffic. 
 

 
7.2 Debug comments 
 
For long sps you can add a @Debug parameter to your stored procedures.  This should be of BIT data type. When a 1 is 
passed for this parameter, print all the intermediate results, variable contents using SELECT or PRINT statements and when 
0 is passed do not print anything. This helps in quick debugging stored procedures, as you don©t have to add and remove 
these PRINT/SELECT statements before and after troubleshooting problems.  
See SQLerrorhandling.doc 
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8 Indentation 
 
Careful use of indentations (using tabs) can greatly improve the readability of the code.  For example: 
 
SELECT CellTelNo, Custid, ServiceId 
FROM Customer 
WHERE CellTelNo = ‘+477442000001’ 
 
SELECT @@Error 
IF @@Error = 0 
BEGIN 
 IF @type = 123 
 BEGIN 
  … 
  EXECUTE usp_XYZ1 
  … 
 ELSE 
  … 
  EXECUTE usp_XYZ2 
  … 
 END 
END 
 
 
NB. By convention, SQL commands are in capitals.
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9 SQL performance tuning 
 
Developers should have a good understanding of the data sources i.e. the tables (primary keys, indexes, volume of data 
involved) and their relationships. They should also be familiar with the database query optimiser and the tuning processes. 
Some recommendations and tips for making SQL statements run faster are outlined below: 
 

9.1 Performance measurement tools 

9.1.1 Query analyser 
 
Turn the execution plan on. 
 
Query > show exec plan  
Execute qry & see tab at base of window . 
Put mouse pointer over graphic to get stats. 
 

9.1.2 SET STATISTICS 
 
Only run on dev server – DO NOT RUN ON PRODUCTION SQL SERVER 
 
--Clear out all cached pages from RAM. 
DBCC DROPCLEANBUFFERS 
DBCC FREEPROCCACHE 
 
SET STATISTICS IO ON 
SET STATISTICS TIME ON 
go 
 
usp_test  
go 
 
Then examine stats below the data return set. 
 

9.1.3 Performance monitor 
 
Large routines can be monitored by NT’s perf mon. 
See the SQL counters, CPU & memory. 
 

9.1.4 Profiler / trace 
 
Run a trace on the sp or table or app or login, to get detail info on what is happening on the SQL server. 
WARNING – DO NOT RUN ON PRODUCTION SQL SERVER as it hits performance badly. 
If you must, check with DBA 1st, & run a small filtered trace. 



www.SQLserverPortal.com 
 

3rd party tools for SQL server 
 

 
 

18 of 18 
�  Copyright 2004 Verstand Ltd. 

 
 

9.2 Indexes 
 
Careful creation and use of indexes can greatly improve performance.  However, the existence of an index does not 
guarantee that it will be used. The do(s) and don’t(s) of indexes are: 

9.2.1 Column selection  
Do make indexes on columns that are used frequently in the where clause and to join tables.   
Select narrow columns. 
Avoid compound/composite indexes, ie made up of two or more columns, if possible. 

9.2.2 Clustered & non-clustered indexes 
You can have 1 clustered index per table, it is the fastest of your indexes & should be chosen carefully. 
It orders the physical data pages of the table, so be wary of creating a cidx on an existing tbl if other apps use the table 
because they may rely on the existing order ie the heap. 

9.2.3 Covered queries 
These are indexes that contain all the data that is requested in a query. 
Do use index-only scan whenever possible (look up ‘covered queries’ in BOL), but don’t add lots of indexes. 

9.2.4 Selectivity 
Choose index columns that have a small percentage of rows with the same value i.e. column with unique values makes a 
better index.  If the rows retrieved exceed 5-15% of the total in the table, it MAY be better to avoid an index scan.  
usp_DBA_IndexSelectivity (on sqlserverportal.com) can be used to assist in assessing selectivity. 

9.2.5 Index resource overhead 
Insert, update & delete activity on columns with indexes creates an overhead. 
- Online txn processing DB’s.  These have lots of insert, update & delete activity. Be sparing with indexes because they 

can slow down insert, update & delete activity. 
- Reporting DB’s. These have mainly read only activity & benefit from lots of indexes, although space may be an issue. 

9.2.6 Index hints 
If for some reason the query optimiser doesn’t use the index you think it should, especially if it does a table scan.  In these 
cases you may wish to use an index hint. Remember that sometimes a table scan will be quicker than using the index, ie 
sequentially ordered data or very small tables. 
 
Use pubs 
Go 
 
declare @vcau_id varchar(20) 
select @vcau_id = ©341-22-1782©  
 
Select * from authors (index=UPKCL_auidind)   
where au_id = @vcau_id 
go 
 
If you use index hints, you must ensure that the index exists. 
Especially if you transfer the object from the dev DB to the live DB.
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9.3 Select statement 
 

9.3.1 SELECT *   
 
Don’t use SELECT *   
 
If you use select *, & a column is added to a table it is likely the client of your SP will die.  
So enumerate all the columns you need instead: 
 
SELECT CustId, NetworkId, ... 
 
It also kills performance, only return necessary data to the client/recordset. 
 
We should not use select *, for the following  reasons: 
1. Returning unnecessary cols 
2. Possible record set failures 
3. Analysing the SQL server for select * statements. As a way to improve application performance. 
 
Although using select * when you need all columns is not bad practice, we want to standardise on not using it. 
 
 
9.4 Table Joins 

 
Generally, multiple tables joined in the correct order can result in shorter execution time.  Always perform the most 
restrictive search first within a join. 
 
However, to reduce the risk of deadlocks, it is suggested that all apps always access tables in the same order such as A–Z. 
 
 
9.5 Transactions (txns) 
 
Explicit use of SQL txn is normally recommended. 
 
Keep your transactions as short as possible. Touch as little data as possible during a transaction. Never, ever 
wait for user input in the middle of a transaction. Do not use higher level locking hints or restrictive isolation 
levels unless they are absolutely needed. Make your front-end applications deadlock-intelligent, that is, these 
applications should be able to resubmit the transaction incase the previous transaction fails with error 1205. In 
your applications, process all the results returned by SQL Server immediately, so that the locks on the 
processed rows are released, hence no blocking. 
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9.6 Locking 

9.6.1 (NOLOCK) 
 
The NO LOCK  method can be used to reduce the number of locks held on a table. 
See next section for more info. 
 
SELECT ... 
FROM Journal (NOLOCK) 
WHERE EventType = 456 
 

9.6.2 TRANSACTION ISOLATION LEVEL 
 
SET TRANSACTION ISOLATION LEVEL READ UNCOMMITTED 
 
READ UNCOMMITTED  
Implements dirty read, or isolation level 0 locking, which means that no shared locks are issued and no exclusive locks are 
honored. When this option is set, it is possible to read uncommitted or dirty data; values in the data can be changed and 
rows can appear or disappear in the data set before the end of the transaction. This option has the same effect as setting 
NOLOCK on all tables in all SELECT statements in a transaction. This is the least restrictive of the four isolation levels.  
 

9.6.3 Row-level locking 
 
Row-level locking is enabled by default in SQL Server 7. The locking strategy of SQL Server is row locking with possible 
promotion to page or table locking.  
 
 
9.7 Qualify names 
 
RULE: 
Specify  object owner, which should always be dbo. 
 
EG: 
dbo.usp_xyz 
 
REASON: 
Performance, reuse & location of execution plans. 
However, benefit is minimal, but useful on heavily called sps. 
 
REF: 
MSDN - INF: Troubleshooting Stored Procedure Recompilation (Q243586) 
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9.8 NULLS 
 
A NULL is a value not yet assigned or unknown. 
 
RULE 
 
Try to minimise the use of NULLS.  

·  Set columns to NOT NULL. 
·  Use defaults, contraints & better table design. 
·  Check for NULLS in TSQL with ISNULL(). 

Check for NULLS in outer join queries. 
Consider using a dummy value, such as ‘Not known’ instead of NULL. 
 
REASON: 
 
Queries can produce unexpected results if a WHERE column contains NULLS. 
 
To reproduce problem: 
 

USE companydbs_report 
Go 
select count(*) from customer  -- rtns 4522822 rows 
select count(PayDate) from customer  --rtns 4128 rows 

 
The query must test for ‘three valued logic’ of: true, false & unknown. 
Functions & calculations that involve NULL will return NULL. 
 
QUOTES: 
 
‘NULLS in a relational database can be a royal pain’, Henderson. 
‘Use it (NULLS) if you must, but avoid it if you can’, Henderson. 
‘..it (NULL), is the source of many application errors’, Soukup. 
 
FURTHER INFO: 
 
Eliminating null values when performing calculations can be important because certain calculations (such as an average) 
can be inaccurate if NULL columns are included. 
If it is possible that null values may be stored in your data, it is a good idea to create queries and data-modification 
statements that either eliminate NULLs or transform NULLs into some other value (if you do not want null values appearing 
in your data). 
Important To minimize maintenance and possible effects on existing queries or reports, it is recommended that you 
minimize the use of null values.  
When null values are present in data, logical and comparison operators can potentially return a third result of UNKNOWN 
instead of just TRUE or FALSE. This need for three-valued logic is a source of many application errors.  



www.SQLserverPortal.com 
 

3rd party tools for SQL server 
 

 
 

22 of 22 
�  Copyright 2004 Verstand Ltd. 

 
EG: 
 
How can I join two tables on a field which might have NULL-values?  
I try to find out which rows have different values in a field, so I join them on key (prod_nbr) and on data-field (prod_name). 
Prod_name might have NULLs in both tables.  
 
select a.prodnum from OLD a, NEW b  
where a.prodnum = b.prodnum and  
a.prodname <> b.prodname  
 
Does find rows which have values in prod_name-field in both tables, but it doesn©t find row which has value in one table but 
has NULL in other (thus the rows are not identical). That is obvious, since you cannot compare value to NULL. 
 
This replaces NULLS with ‘**’ so nulls from each table are shown. 
 
SELECT a.prodnum 
FROM oldtbl a JOIN newtbl b 
ON a.prodnum = b.prodnum 
and ISNULL(a.prodname,©**©) <> ISNULL(b.prodname,©**©) 
 
select a.prodnum  
from OLD a  
where not exists 
( select * from NEW b where a.prodnum = b.prodnum and a.prodname = b.prodname ) 
 
 
·  Use the ISNULL function against NULL values. Convert the NULL value into a –1 for INTs or ‘*** UNKNOWN ***’ for 

VARCHARs.  
·  Limit the size of big VARCHAR columns. Use the SUBSTRING function. 
 
Example: 
 
  SELECT Di st I d   = I SNULL( c. Di st I d,  - 1) ,  
         Di st Name = I SNULL( co. CompName,  ‘ * * *  UNKNOWN * * * ’ )  
 
 
REFS: 
 
BOL, ‘NULL Comparison Search Conditions’ 
BOL, ‘Null Values’ 
Guru’s guide to TSQL, Henderson, p83 
Inside SQL Server 6.5, Soukup, p288



www.SQLserverPortal.com 
 

3rd party tools for SQL server 
 

 
 

23 of 23 
�  Copyright 2004 Verstand Ltd. 

 

10 Reliability & resilience 
 
These are ways to make sp’s less likely to crash. 
 
10.1 INSERT 
 
If a column is added, then an insert without the columns specified will crash. 
So specify columns. Eg: 
 
insert into ErrorLog (AppID,ExeName,HostName) 
values (@piAppID,@vcExeName,@vcHostName) 
 
10.2 Check values 
 
Check input parameters & business logic as early as possible: 

·  to avoid data related errors 
·  to reduce time of execution 

 
 

11 SQL traps & bugs  
 
These are oddities in TSQL that can cause erroneous results in some situations. 
 
11.1 IN() & NOT IN() 
 
RULE: 
Avoid the use of sub-queries inside IN() & NOT IN(), use EXISTS or JOIN instead. 
 
REASON: 
Odd results can occur: 
·  if the sub query returns NULL  
·  if an extra column has been added to the sub query’s base table. 
 
Ref: SQL pro mag, feb 2002, Talmage. 
 
11.2 SET & SELECT 
 
You can use either method for variable assignment. 
There are pros & cons of both. 
 
RULE: 
Use select all the time, but always check @@rowcount. 
 
REASON: 
If a query returns > 1 value, a select variable assignment will not return an error (SET will), but adds the last row of the 
return set to the variable. 
 
EG: 
declare @cust char(10) 
select @cust = c.customerid from customers c 
where c.ContactTitle = ©Owner© 
select @@rowcount 
select @cust 
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12 IDENTITY columns 
 
An IDENTITY column has an int datatype & automatically creates a sequenced number. This is usually used as a unique ID. 
 
For performance reasons the current identity value isn©t updated and committed in the system tables every time a row is 
inserted. This would lead to unacceptably bad performance, it could even lead to deadlocks. Therefore the value is stored in 
memory and only committed to disk when a clean shutdown of SQL occurs. (check for sql 7). 
 
12.1 Warnings 
 
The following  actions can cause the identity column to lose its seed: 
 
TRUNCATE table (resets identity increment value) 
remove a column 
sometimes when changing the type of a column 
- After a restart following  an abnormal shutdown of the SQL Server, the data management system appears to suffer from 

"amnesia" for the IDENTITY column values for tables. Thus allocating from a value already used. 
- Some memory problems caused by an exception violation, then the value will not be correct next time SQL starts. 
 
12.2 Drawbacks 
 
Consider the following  drawbacks before using IDENTITY property for generating primary keys.  
·  IDENTITY is very much SQL Server specific, and you will have problems if you want to support different database 

backends for your application.  
·  IDENTITY columns run out of numbers one day or the other. Numbers can©t be reused automatically, after deleting 

rows.  
·  Replication and IDENTITY columns don©t always get along well.  
·  The @@IDENTITY value does not revert to a previous setting if the INSERT or SELECT INTO statement or bulk copy 

fails, or if the transaction is rolled back. 
·  Holes in the identity sequence can occur, & identity won’t fill them in. 
 

12.3 Unique ID generator 
 
An algorithm to generate a primary key.  
 
There could be issues with generating your own primary keys too, like: 
·  concurrency while generating the key  
·  running out of values.  
·  Serializing txns, as must get key value from a tbl 1st. 
·  Performance 
 
Options: 
·  A called stored procedure. 
·  NEWID function in a UniqueIdentifier column. Of these two, Identify columns offer better performance.  
 
You will need to do more research on this issue. 
 
 
12.4 SET IDENTITY_INSERT 
Allows explicit values to be inserted into the identity column of a table. 

SET IDENTITY_INSERT [database.[owner.]]{table} {ON | OFF} 
 
See BOL. 
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13 SET 
 

Returns the SET options that are active (set) for the current connection. 

DBCC USEROPTIONS 
 
 

13.1 LANGUAGE    
 
SELECT @@language 
 
SET LANGUAGE   British 
 
 
13.2 DATEFORMAT 
 
Eg SET DATEFORMAT dmy 

When the language is set to us_english, (select @@language) the default order for the date is mdy. You can change the 
date order with the SET DATEFORMAT statement, which can also affect the date order, depending on the language. 

The setting for SET DATEFORMAT determines how date values are interpreted. If the order does not match the setting, the 
values are not interpreted as dates (because they are out of range), or the values are misinterpreted. For example, 12/10/02 
can be interpreted as one of six dates, depending on the DATEFORMAT setting. 

It may be safer to always use the ddmmmyyyy std eg 23-Nov-2002 

 
13.3 NOCOUNT 
Stops the message indicating the number of rows affected by a Transact-SQL statement from being returned as part of the 
results. Add to the beginning of all sps to minimise network traffic (Henderson, p312). 

 
SET NOCOUNT ON 
 
Use in all sps, because it is required for OLEDB. 
 
13.4 ROWCOUNT 
Causes Microsoft® SQL Server™ to stop processing the query after the specified number of rows are returned.  

SET ROWCOUNT 4 
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14 Data dictionary 
 

14.1 What is a data dictionary? 
 
Unfortunately ‘data dictionary’ (DD) is a very generic term used by many manufacturers to mean many things. 
e.g. Oracle as a repository of DB object definitions, & CASE tools for systems analysis object definitions. 
However, they all contain metadata, i.e. data about data.  
 
In this case, it is information about the physical structure of our databases. 
Such as descriptive information on databases, tables, columns, sps, etc. 
 
14.2 Why have a data dictionary? 
 
·  Dynamic on-going documentation of the DBs. 
·  Central rather than spread over many specs. 
·  To assist development team: 

o Handovers & bringing staff upto speed. 
o Build better systems 
o Reduce the columns & tables added, due to lack of knowledge of the DB. 
o Provide print outs of DB object information 

·  To assist administration of our DBs: 
o Help find obsolete objects & data. 
o Hold information on archiving & defragmentation. 
o Table performance tuning information 

 
14.3 Implementation 
 
The DD is held in an Access DB, possibly SQL later, with a VB & or Access front end. 
You need to tell the DBA if you create new tables. 
He will add them to the DD & create/edit the Entity Relationship Diagram (ERD). 
 
14.4 Data stored 
 
These are the columns relating to table DD information: 
 
Database 
TableName 
CreationDate 
Creator 
MainKnowledgeHolders 
Desc 
DefragNotes 
Archiving 
CoreTable 
Triggers 
Iotype 
DefragNeeded 
DefragDate 
RoughSize 
FillFactor 
ClusteredIndex 
 
Information is also stored about, databases, columns & later possibly sp’s.
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15 Entity Relationship Diagrams (ERD) 
 
15.1 Why use ERDs? 
 
An ERD can clearly show the data relationships between tables.  It is a very useful diagram when designing or developing a 
relational DB.  It is particularly useful, when foreign key (FK) columns are not named the same as their parent PK. 
 
For very large db’s, break it into modules, ie groups of tables that refer to each other frequently, or are part of an application, 
eg online reporting. 
 
All new developments which involve new tables should have an ERD.  
Once the table information has been given to the DBA, he can create an ERD for you. 
This will be created in Visio & a jpeg saved to the intranet. 
 
15.2 Terminology 
 
Entity 
 
Some identifiable object relevant to the system being built. Examples of Entities are: 

EMPLOYEE 
ORGANISATION 

 
Physical representation = Table 
 
Entity instance 
 
An instance of an entity is like a specific example: 

Bill Gates is an Employee of Microsoft 
Greenpeace is an Organization  

 
Physical representation = Row 
 
Attribute 
 
A characteristic of an Entity.  Properties used to distinguish one entity instance from another.  
Attributes of entity EMPLOYEE might include: 

EmployeeID 
First Name 
Last Name 

 
Physical representation = Column 
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15.3 Relationships 
 
ERD’s show the data relationships between tables; relationships are described as follows: 

15.3.1 Number of enities in a relationship 

A relationship can include one or more entities. 
Relationships can be: 
 
Unary  
ie self-join. 
 

Employee

PK EmployeeID

ManagerID

has / is of

 
 
 
Binary 
Most relationships in databases are binary 
 

Invoice

PK InvoiceID

InvRaised

InvoiceDetail

PK,FK1 InvoiceID_FK
PK LineItemID

ProductID

contains / part of

 
 
Ternary 
Try to resolve these to binary.  Only seen in logical diagrams, so can ignore. 
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15.3.2 Optionality 
 
This is also called: ‘minimum degree’,  ‘minimal cardinality’ or the ‘participation’ of a relationship. 
Participation of instances in a relationship may be mandatory or optional.  For example: 
 
one CUSTOMER may place many CUSTOMER ORDERS 
one EMPLOYEE must fill out one or more PAY SHEETS 
 

15.3.3 Cardinality 
 
This is also called: ‘maximum degree’. 
Relationship Cardinality refers to the number of entity instances involved in the relationship. For example: 
 
one CUSTOMER may place many CUSTOMER ORDERS 
many STUDENTS may sign up for many CLASSES 
one EMPLOYEE receives one PAYCHECK  
 
1:M One to Many 
M:N Many to Many 
1:1 One to One 
 
Beware of 1:1 relationships. The two entities involved might be coalesced into one. Also called HAS-A relationship.  
Beware of M:N relationships. Typically split these into two 1:M relationships with an intersection entity.  
 
REFS: 
Explains cardinality with examples http://www.datamodel.org 

15.3.4 Exclusive relationships 
 
These are either-or situations.  Visio doesn’t support a method for this, so I’m going to use a free form arc. 
 

Company

Account

Employee

charges to /

charges to /
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15.4 Notation 
 
Sometimes referred to as the formalism or methodology.  I suggest we adopt the commonly used crowsfoot notation. 
Fortunately Visio supports this notation method. 

15.4.1 VISIO Notation 

 
Visio has a number of notation methods that it supports, relational, express-G & ORM. 
We use the Visio relational notation. 
 
15.4.1.1 Relationship lines 
 
Identifying (solid line) 
An identifying relationship, where the foreign key relationship includes a primary key component in the child table. 
Part of the primary key of the child table is also part of the primary key of the parent table. 
 
Non-identifying (dashed line) 
A non-identifying relationship, where the foreign key relationship does not include a primary key component in the child 
table.  The part of the parent table primary key that is shared by the child table is not part of the child table primary key. 
 
15.4.1.2 Setting optionality 
 

Invoice

PK InvoiceID

InvRaised

InvoiceDetail

PK,FK1 InvoiceID_FK
PK LineItemID

ProductID

contains / part of

  
 
To get the parent (ie invoice) to reflect one & only one (ie 2 vertical slashes), you need to set the foreign key as 
required. Ie an invoice detail can’t exist without an associated invoice. 
 
15.4.1.3 Relationship names 
 
Right click on the relationship line > format > text, set to subscript or superscript to be above/below line.
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